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Abstract

Customer Churn is a common problem that most companies need to address, but it is particularly important in the Insurance industry, as customers usually renew their contract on a yearly basis, and they are therefore more likely to consider alternatives with more favorable conditions.
Although internal customer behavioral information - for instance the number of accidents in the case of car insurance - is usually found to be very predictive in Churn models, Credit Bureau information can also provide meaningful insight and improve the accuracy of the model, as it captures customer data that companies usually do not possess.

At Equifax we have developed a score model based purely on Credit Bureau information and socio-demographic variables to predict Customer Churn in the Insurance industry.
The algorithm uses Machine Learning - namely XGBoost - and we show how the use of this technique can improve the results of algorithms traditionally used in Credit Risk models, such as Logistic Regression.

In order to use credit information for marketing purposes and be compliant with the European General Data Protection Regulation, we used micro-aggregation techniques to ensure the statistical secrecy of Credit Bureau information variables. The idea of micro-aggregation is to replace an observed value with the average computed on a small group of units - this is one of the techniques recommended by data protection agencies, such as the UK’s ICO and Spain’s AEPD, to ensure customer anonymisation.

Even in the absence of behavioral insurance data, our score has been found to provide excellent performance: we are able to identify a lift of up to four times the average Churn rate in the segment of the population with the highest Churn probability assigned by the model.
Insurance companies have found our score to improve their capability of identifying the segment of their client portfolio most susceptible to Churn. We are now testing the same approach for different industries, such as Telco and Utilities.

Our presentation will focus on three main points: how we developed a Churn model for the Insurance industry using Credit Bureau data; how we used micro-aggregation to ensure statistical anonymisation; and finally how we compared the output of XGBoost to that of Logistic Regression and found the former to be more predictive 



