Improving cost-based decision making in class-imbalanced learning environments
In class-imbalanced learning problems such as financial crime detection or loan default prediction, where the number of negative examples (e.g. legitimate transactions or accounts in good standing) far exceed the number of positive examples (criminal transactions or accounts in default/arrears), training predictive models can be challenging. These problems also have financial consequences attached to the classification decision that may be measured or estimated, which offers a natural connection to cost-sensitive hypothesis testing and Bayesian decision making. Grounding the decision-making process in statistical theory however has some obstacles which impact the ability to interpret a model’s output as a probability. One obstacle stems from common sampling-based techniques to address class-imbalanced learning, and another from choice of model and/or loss function when training the predictive model. 
In our presentation we discuss some of the main issues in cost-based (binary) decision making, and some alternative solutions. One solution that has been proposed is known as the Bayes Minimum Risk approach which interprets (possibly calibrated) model outputs as probabilities to establish a cost-sensitive decision rule. Given recent advancements in deep learning and loss function design, another promising alternative is the use of density ratio estimators parameterised by deep neural networks. Finally, there is the possibility to adopt a decision-theoretic view of hypothesis testing, re-framing the problem as one of ‘meta-classification’ or ‘decision-rule evaluation’. 
