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Even when the input data does not explicitly include any measures related to protected class status, machine learning models have demonstrated an ability to develop predictive factors that correlate to such status. Such unintended bias can nevertheless run afoul of legal and regulatory requirements.

One can test a model after development to see if it exhibits unintended bias, but we sought a method to develop a model that can be provably unbiased, even in complex nonlinear ways. Considering the pockets of predictability used in machine learning models, measures of linear correlation are clearly inadequate to measure such bias.

We conducted a study starting with Freddie Mac mortgage data, for which we constructed an Age-Period-Cohort model to measure default risk versus age of the account (lifecycle) and versus calendar date (environment). These were used as fixed offsets into the development of an XGBoost origination score using the typical predictive factors from Freddie Mac. This is our “traditional” model.

Then we used US Census Bureau data to probabilistically assign demographic attributes to loans based upon the zip codes provided by Freddie Mac. We built a second model that used only demographic factors unsuitable for credit risk scoring, again with lifecycle and environment as fixed inputs to an XGBoost algorithm. This is our “unsuitable” model. We know that unsuitable demographic factors will correlate to credit risk, because such demographic factors correlate to socioeconomic status within the US. Inequalities exist in the US, but can we remove them from the structure upon which credit risk models are developed?

To test this idea, we built a third, “unbiased” model. This model creates an XGBoost model of the Freddie Mac inputs, but with the “unsuitable” model as a fixed input. When a model is built with a fixed input, it means that the new model is learning structure residual to the model that provides the fixed input. In this case, the “unbiased” model will be learning the predictable structure that was not captured using just unsuitable factors. The “unbiased” model becomes unbiased out of sample by setting the offset to 0 when creating new predictions. By creating a model of the residuals of the unsuitable model and then setting the offset to 0, it is as if we were running the model using demographically average characteristics without ever knowing what the demographic average is.

These three models were tested to demonstrate how much predictability is due to the various structures. The demographic data is statistically assigned, so we cannot be certain how much predictability is removed in the process of becoming provably unbiased, but we compare them nonetheless in order to illustrate the process. 
