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Abstract 
This paper examines machine learning credit risk model explanations in the context of constrained and  unconstrained model construction methods and regulatory requirements in the United States and  Europe. In the United States credit risk model explanations are used to inform consumers why they  were denied credit, to alert consumers as to problematic data on their credit file, and to assess fair lending. In Europe requirements are more stringent. Recent (2020, Section 53) European Banking  Authority Guidelines on loan origination and monitoring state that the principle of explicability of  algorithms is critical. Explicability requires the ability to interpret the model completely. Implicitly, this  means the model explanation should inform a consumer why he or she obtained the score provided as  well as inform the consumer why he or she was denied credit. Different methods of developing machine  learning model explanations yield different results. 
We examine four risk modeling cases in detail. First, we compare model explanations made directly  from a constrained neural network with those from an unconstrained proxy model using the same  variables to estimate probability of default. Second, we explore model explanations from constrained  and unconstrained neural networks using points below maximum to generate reason codes. Third, we  apply SHAP and Integrated Gradients to model explanations of the constrained and unconstrained  neural networks. Fourth, we apply SHAP model explanations to a constrained and unconstrained  gradient boosted machine (XGBoost) model. 
In every case we demonstrate that the unconstrained models produce nonsensical explanations for  consumers. In each case, the information emitted demonstrably may cause harm if responded to by a  consumer. We conclude that how the model is built determines whether or not the model explanation  makes sense. In every case, the monotonically constrained machine learning models produce logical and  actionable information for consumers they can use to understand how they received the assigned score, why credit was denied, and to improve the credit score. In addition, the constraint also produces explanations useful for modelers, risk managers, and regulatory reviewers who need to understand the  internal workings of these models. 
