Challenges to eliminating protected characteristics from credit decisions 

[bookmark: _GoBack]As lenders increasingly rely on big data and advanced prediction technologies to set the terms of credit there is a concern that these modern underwriting practices could increase prices for protected groups, potentially giving rise to violations of anti-discrimination laws. The ubiquity of correlations in big data combined with the flexibility and complexity of machine-learning means that one cannot rule out the consideration of a protected characteristic even when formally excluded. 
Recently, scholars have suggested that algorithmic inputs be “orthogonalized,” meaning that inputs that correlate with a protected characteristic not serve as proxies for protected characteristics. This statistical approach separates between the “training” and “screening” stages of an algorithm. Focusing on the example of race, in the training stage, the algorithm is “race aware” in the sense that the algorithm uses “race” as one of its inputs. This produces an estimate of the weight given to race in forming the prediction. However, in the screening stage, meaning the stage in which the prediction is applied to a particular person, the algorithm is unaware of a borrower’s race. This means that even though “race” was used to train the algorithm, formally there is no differential treatment based on race. 
Using data based on mortgage applications in the United States, reported under the Home Mortgage Disclosure Act (HMDA), I demonstrate the shortcomings of the orthogonalization approach. Applying the orthogonalization method to the machine learning context, using a lasso algorithm to predict default risk, reveals practical and conceptual difficulties. Practically, the variable selection of the lasso is unstable, and even small amounts of noise lead to different variable selection. Conceptually, an algorithm is often not meant to estimate a model, so that it is incorrect to interpret the weights of different variables as reflecting some underlying model, as the orthogonalization method does.
The difficulties in applying these methods for eliminating discrimination suggests that translating traditional discrimination law to the algorithmic context requires more than small tweaks to algorithmic inputs. Law and policy should instead focus on the actual implications of changes in credit pricing for minorities and other underserved populations rather than attempting to make algorithms facially neutral. 
